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ABSTRACT 

 
This project compares two machine learning methods, support vector regression and 

neural networks, in non-linear regression. For support vector regression, we study 

Lagrange multipliers, Karush-Kuhn-Tucker conditions, and kernel method. Gaussian, 

polynomial, and hyperbolic tangent kernels are implemented. For neural networks, we 

study feed-forward networks using the standard back propagation. Two methods are then 

applied to a house-price dataset in Washington state. Hold-out cross validation is used to 

choose the models for comparison.  
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Chapter 1 

INTRODUCTION 
 

When I first heard about machine learning, the idea of an algorithm being able to learn 

from data was very new to me. For my final project in the Multivariate Statistics course, I 

happened to come across and used Support Vector Machine algorithm for a classification 

problem. The problem was to recognize letters of a set of 20,000 unique letter images 

made up by 26 uppercase English alphabets in 20 different Roman fonts representing five 

different stroke styles and six different letter styles (Figure 1).  In short, it presents a wide 

range of letters. These images were randomly distorted to produce 20,000 unique data 

points, each of which is a rectangular array of pixels. 16 numerical attributes are then 

extracted from each scanned version of the images (see [ 3 ]). Some of the attributes are 

the width and height in pixels of the box, the total number of “on” pixels in the character 

image, the mean number of edges when scanning from the left. An “on” pixel is the pixel 

representing the character. The data set is provided by UCI Machine Learning Repository. 

For the project, I implemented naïve, linear discriminant, quadratic discriminant, 

multinomial logistic regression, tree-based, decision, and support vector machine 

algorithms. All of the models were built using the first 16,000 data points. Misclassification 

and correct classification ratio were computed using that last 4,000 data points. Among all 

of the models, the naïve model where prediction is simply based on the dominant class of 

the training data performs the worst with a misclassification rate of 96.4%. Two support 

vector machines with different settings have the lowest misclassification ratio of 5.725% 

and 2.925%. The model with the closest performance to support vector machines was 

quadratic discriminant with a misclassification ratio of 12.5%. Hence, support vector 

machine showed a superior performance over other algorithms. This intrigued me to study 
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the mathematical concept behind the algorithm. In Applications of support vector 

machines in financial time series forecasting by Tay and Cao [ 11 ], they compared the 

performance of support vector machines over neural networks in forecasting various index 

futures and concluded that support vector machines outperformed neural networks. I have 

to say I was very fascinated by the of these algorithms. In practice, support vector 

machines (later on will be referred as support vector regression) and neural networks are 

widely used in pattern recognition, novelty detection, etc. My project however will 

specifically focus on their application in non-linear regression analysis. 

 

 

Figure 1: Examples of the character images generated by “wrapping” parameters 

retrieved from Letter Recognition Using Holland-Style Adaptive Classifiers 

 

In 1943, the idea of artificial neural networks was first introduced by building a 

simplified model of neurons to express logic results (see [ 5 ]). In 1958, Rosenblatt [ 9 ] 

introduced Perceptron, an electronic device with ability to learn by using a network of three 

layers, which are input, association and output, in accordance to biological principles. Due 

to lack of computation power and limitations to generalize to multilayered systems (see [ 

6 ]), the field was stagnant for several years. Then, Werbos [ 13 ] developed the back-
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propagation learning method, one of the most widely used algorithms in building neural 

network models. Nowadays, there are several architectures for neural networks. Some of 

them are feed forward neural network, recurrent neural network, time delay neural 

network, etc. Among all, feed-forward neural network is simple yet flexible and capable of 

doing regression and classification. It is also the focus in our project. 

In spite of its flexibility, neural network faces a challenge of local minima, meaning 

it might fail to achieve loss function minimization. To overcome the challenge, researchers 

sought for support vector machine, an algorithm developed by Vapnik [ 12 ]. Since this 

project focuses on regression analysis, we will refer to this algorithm as Support Vector 

Regression (SVR) from now on. SVR seeks to minimize the 𝜖-insensitivity loss function, 

which tolerates data points that have error within 𝜖. The use of 𝜖 will directly affect the 

number of data points used to build the function. It implements a kernel trick that can 

implicitly construct a non-linear model using inner product. Overall, SVR is said to be 

computationally cheap and efficient.  

The project is organized as follows. In chapter 2, we will go through the 

construction of a standard feed-forward neural network and iterative method back 

propagation. In chapter 3, we will go through the construction of a support vector 

regression model in the linear case and the non-linear case. Lagrange multipliers and 

Karush-Kuhn-Tucker conditions are used to solve the optimization problem in the linear 

case and can be extended to the non-linear case. We briefly introduce the kernel method 

and its properties. In chapter 4, we address the problem of overfitting and two cross 

validation methods to overcome it. In chapter 5, we implement the two algorithms on a 

public house-price data set of King county in Washington state.  
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Chapter 2  

NEURAL NETWORKS 
 

2.1 Feed forward network 
 

A feed-forward network is a simple neural network architecture that is constructed by a 

series of linear combinations of non-linear transformation functions. It possesses the 

following characteristics: 

1. The network is constructed by connected nodes. Nodes in the network are 

arranged in layers. The first layer is the input layer. The last layer is the output 

layer. All of the middle layers are hidden layers. A network can consist of one 

hidden layer and one output node as in Figure 3 or multiple ones as in Figure 2.  

2. Nodes of a layer are connected to nodes of its immediate subsequent layer. These 

connections are represented by some weight which are the network parameters.  

3. Information flows from input to output in only one direction, which gives this 

network the name feed-forward network.  

4. There is no connection among nodes of the same layer. 

 

Figure 2: Feed-forward neural network with two hidden layers and two outputs  

 

⋮ ⋮ 

 

 

 

⋮ 
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Figure 3: Feed-forward neural network with one hidden layer and one output  

 

The construction of a general feed-forward network is summarized in Bishop [ 1 ] 

as follows. Given input variables 𝑥1, 𝑥2, … , 𝑥𝑁, we construct 𝑀 linear combinations of the 

inputs as  

 aj = ∑wji
(1)
xi +wj0

(1)

N

i=1

 ( 1 ) 

for 𝑗 = 1, 2, … ,𝑀. Superscript (1) indicates that we are going from the first layer (input 

layer) to the second layer of the network. We refer to 𝑤𝑗𝑖 as weight parameters, 𝑤𝑗0 as 

bias parameters, and 𝑎𝑗  as activations or hidden unit activations. Each 𝑎𝑗  is then 

transformed using a nonlinear activation function ℎ(. ) as  

 𝑧𝑗 = ℎ(𝑎𝑗). ( 2 ) 

Any continuous differentiable activation function can be used to ensure the network 

function is differentiable with respect to the network parameters, which will be helpful when 

we get to the back-propagation algorithm. Some common activation functions are logistic 

and tanh function. In this project, we are going to use the logistic function ℎ(𝑎𝑗) =
1

1+𝑒
−𝑎𝑗

 . 

Since we are now at the second layer (hidden layer) of the network, these quantities 𝑧𝑗 

⋮ 

 

 

  

⋮ 

Input 

 

Hidden 

 

Output 

 



 

6 
 

are called hidden units. Next, these quantities 𝑧𝑖 are linearly combined to give output unit 

activation 𝑎𝑘 as 

 𝑎𝑘 =∑𝑤𝑘𝑗
(2)
𝑧𝑗 +𝑤𝑘0

(2)

𝑀

𝑗=1

 ( 3 ) 

for 𝑘 = 1, 2, … , 𝐾, where 𝐾 is the total number of outputs. Superscript (2) indicates that we 

are going from the second layer to the third layer (output layer in this case). We refer to 

𝑤𝑘𝑗  and 𝑤𝑘0  as weight and bias parameters respectively. As before, values  𝑎𝑘  are 

transformed using some activation functions 𝜎(. ) to give a set of outputs 𝑦𝑘 as 

 𝑦𝑘 = 𝜎(𝑎𝑘). ( 4 ) 

Combining all the steps, we can construct the feed-forward network function as  

 𝑦𝑘(𝒙,𝒘) = 𝜎(∑𝑤𝑘𝑗
(2)ℎ(∑𝑤𝑗𝑖

(1)𝑥𝑖 +𝑤𝑗0
(1)

𝑁

𝑖=1

)

𝑀

𝑗=1

+ 𝑤𝑘0
(2)), ( 5 ) 

 where 𝒘  is a parameter vector of weights and biases, i.e. 𝒘 =

(𝑤𝑗0, 𝑤𝑗1, … , 𝑤𝑗𝑁 , 𝑤𝑘0, 𝑤𝑘1, … , 𝑤𝑘𝑀)
T
. If we let 𝑥0 and 𝑧0 be 1, ( 5 ) can be simplified as  

 

𝑦𝑘(𝒙,𝒘) = 𝜎(∑𝑤𝑘𝑗
(2)ℎ(∑𝑤𝑗𝑖

(1)𝑥𝑖

𝑁

𝑖=0

)

𝑀

𝑗=0

). ( 6 ) 

The network in ( 6 ) could be generalized by adding additional hidden layers using 

weighted linear combinations and element-wise transformations using activation 

functions. In this project, we will be working with a feed-forward network of one hidden 

layer and one output node as in Figure 3. All the characteristics of feed-forward networks 

are preserved and the construction followed as above. Since network is used to perform 

regression analysis, we will use the identity function  𝜎(𝑎𝑘) = 𝑎𝑘. 
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2.2 Gradient Descent  
 

 

Figure 4: Error function in two dimensional space. Left: a convex error function with only 

one minimum. Right: a non-convex error function with one global minimum and multiple 

local minima from http://rstb.royalsocietypublishing.org/content/362/1479/339 

  

Given an error function 𝐸(𝒘) corresponding to a parameter vector 𝒘, we would want to 

find 𝒘  such that 𝐸(𝒘) is minimized. In two dimensional space, an error function is just a 

curve over some weight interval as in Figure 4. Figure 4 (a) is a convex error function 

which has only one minimum, called a global minimum. Figure 4 (b) is a non-convex error 

function which has multiple minima, which we usually encounter in practice. Ideally, we 

would want to find 𝒘 such that we can achieve a global minimum. If we update 𝒘 by a 

small step Δ𝒘, the change in error function 𝐸 is  

 Δ𝐸 = Δ𝒘T∇𝐸(𝒘), ( 7 ) 

 where the vector ∇E(𝐰) points in the direction of greatest rate of increase of the error 

function and is called the gradient of the error function. If the error function E(𝐰)  is 

continuous, we can keep reducing E(𝐰) by making a small step in the direction −∇E(𝐰), 
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the direction of greatest rate of decrease of E(𝐰), until we get to the point such that 

gradient ∇E(𝐰) = 0, i.e. E(𝐰) is smallest. 

When we have an error function as in Figure 4(b), we have multiple minima, 

therefore there are many points at which the gradient function ∇E(𝐰) vanishes. Among 

multiple minima, a minimum that correspond to the smallest value of the error function is 

the global minimum. All other minima are local minima. Ideally, we want to achieve a global 

minimum. However, this might not always be the case, and we generally don’t know if we 

have found a global minimum or not. Hence, in practice, we can compare local minima to 

select a sufficiently good solution.  

Finding a local minimum of a function is a type of mathematical optimization 

problem.  One can either derive an analytical solution or use iterative methods. Due to the 

complexity of the error function of neural networks, practitioners often use the latter to find 

a parameter vector 𝒘 that gives ∇𝐸(𝒘) ≈ 0. The general framework is choosing some 

initial value 𝒘(0)  for the weight vector, and then moving through weight space in a 

succession of steps of the form  

 𝒘(𝑡+1) = 𝒘(𝑡) + Δ𝒘(𝑡), ( 8 ) 

where 𝑡 denotes the step. Different algorithms have different implementations to update 

𝒘(𝑡) . Gradient descent is a method utilizing gradient information to calculate Δ𝒘(𝑡) by 

taking a small step in the direction of the negative gradient of the error function at the point 

at step 𝑡 

 𝒘(𝑡+1) = 𝒘(𝑡) − 𝜂∇E(𝐰(t)), ( 9 ) 

where 𝜂 > 0 is called learning rate. Once the updated vector 𝒘(𝑡+1) is calculated, it will be 

used together with the entire data set to evaluate the gradient function ∇𝐸(𝒘(𝑡+1)). At each 

step t, since ∇𝐸(𝒘(𝑡)) is the vector pointing in the direction of greatest rate of increase of 

the error function, −𝜂∇𝐸(𝒘(𝑡)) moves in the direction of the greatest rate of decrease of 
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the error function. Hence, this method is also called steepest descent. 𝜂 is a positive 

learning rate controlling the rate decreasing of 𝐸(𝒘). Small 𝜂  takes long for E(w) to 

approach minimum while large 𝜂 might lead to an unstable and divergent solution.  The 

choice of 𝜂  also directly affect which local minima or global minimum the iteration 

approaches. For a small change Δ𝒘 = −𝜂∇E(𝐰), by ( 7 ) the change in 𝐸 is  

 Δ𝐸 ≈ Δ𝒘T∇𝐸(𝒘) 

= (−𝜂∇𝐸(𝒘))
T
∇𝐸(𝒘) 

= −𝜂||∇𝐸(𝒘)||2 ≤ 0 

 

meaning the error function 𝐸(𝒘) always decreases.  

 

2.3 Back Propagation 
 

Last section, we talked about the simple gradient descent algorithm to minimize an error 

function using −𝜂∇𝐸(𝒘)  to update the weight vector at each step. But how would one 

evaluate ∇𝐸(𝒘)?  

Given the nth input data 𝒙𝑛 , we can use the model to predict values 𝑦𝑛1, 𝑦𝑛2, … , 𝑦𝑛𝐾 of 𝐾 

outputs. Variables 𝑡𝑛1, 𝑡𝑛2, … , 𝑡𝑛𝐾 are target values associated with 𝒙𝑛. Suppose we are 

using sum of squares error function 

 
𝐸𝑛 =

1

2
∑(𝑦𝑛𝑘 − 𝑡𝑛𝑘)

2

𝑘

 
 

for 𝑘 = 1,… , 𝐾. Omitting the subscript 𝑛 for simplification, we have 

 
𝐸𝑛 =

1

2
∑(𝑦𝑘 − 𝑡𝑘)

2

𝑘

. ( 10 ) 

We can calculate all the activations of hidden and output units in the network by ( 1 ) and 

( 2 ). This process is called forward propagation. To calculate the gradient of 𝐸𝑛, we want 

to find the partial derivative of 𝐸𝑛 with respect to each weight in 𝒘.  
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According to Bishop [ 1 ], we start at the output layer. To take partial derivative with 

respect to 𝑤𝑘𝑗 connecting hidden layer to output layer, we can apply the chain rule to 

partial derivatives as  

 𝜕𝐸𝑛
𝜕𝑤𝑘𝑗

=
𝜕𝐸𝑛
𝜕𝑎𝑘

𝜕𝑎𝑘
𝜕𝑤𝑘𝑗

, ( 11 ) 

since 𝐸𝑛 depends on the weight  𝑤𝑘𝑗 only via 𝑎𝑗, i.e. ak = ∑ 𝑤𝑘𝑗zj
M
j=0 . We can define 

 
𝛿𝑘 =

𝜕𝐸𝑛
𝜕𝑎𝑘

. ( 12 ) 

Because 𝑦𝑘 = 𝜎(𝑎𝑘) = 𝑎𝑘, we have 

 𝛿𝑘 =
𝜕𝐸𝑛
𝜕𝑎𝑘

=
𝜕

𝜕𝑎𝑘

1

2
∑(𝑦𝑘 − 𝑡𝑘)

2 = (𝑦𝑘 − 𝑡𝑘)
𝜕

𝜕𝑎𝑘
𝑦𝑘 = 𝑦𝑘 − 𝑡𝑘 

𝑘

. ( 13 ) 

We also have 

 𝜕𝑎𝑘
𝜕𝑤𝑘𝑗

=
𝜕(∑ 𝑤𝑘𝑗𝑧𝑗𝑗 )

𝜕𝑤𝑘𝑗
= 𝑧𝑗. ( 14 ) 

Substituting ( 12 )-( 14 ) into ( 11 ), we obtain 

 𝜕𝐸𝑛
𝜕𝑤𝑘𝑗

= (𝑦𝑘 − 𝑡𝑘  )𝑧𝑗. ( 15 ) 

Similarly, when we are at the hidden layer, the partial derivative of 𝐸𝑛 with respect 

to 𝑤𝑗𝑖 connecting input layer to hidden layer is 

 𝜕𝐸𝑛
𝜕𝑤𝑗𝑖

=
𝜕𝐸𝑛
𝜕𝑎𝑗

𝜕𝑎𝑗

𝜕𝑤𝑗𝑖
= 𝛿𝑗𝑥𝑖 ( 16 ) 

because 

 𝜕𝑎𝑗

𝜕𝑤𝑗𝑖
=
𝜕(∑ 𝑤𝑗𝑖𝑥𝑖𝑖 )

𝜕𝑤𝑗𝑖
= 𝑥𝑖.  

Applying chain rule for partial derivative and using definition of δ, we get 
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𝛿𝑗 =
𝜕𝐸𝑛
𝜕𝑎𝑗

=∑
𝜕𝐸𝑛
𝜕𝑎𝑘

𝜕𝑎𝑘
𝜕𝑎𝑗

𝑘

=∑𝛿𝑘
𝜕

𝜕𝑎𝑗
 (∑𝑤𝑘𝑗ℎ(𝑎𝑗)

𝑗

)

𝑘

 

=∑𝛿𝑘𝑤𝑘𝑗ℎ
′(𝑎𝑗)

𝑘

= ℎ′(𝑎𝑗)∑𝛿𝑘𝑤𝑘𝑗
𝑘

. 

( 17 ) 

Since we already know the values of 𝛿𝑘 from( 13 ), by recursively applying ( 17 ) we can 

evaluate 𝛿𝑗 for all of the hidden units in the network. Then,  

 𝜕𝐸𝑛
𝜕𝑤𝑗𝑖

= ℎ′(𝑎𝑗)𝑥𝑖∑𝛿𝑘𝑤𝑘𝑗
𝑘

. ( 18 ) 
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Chapter 3 

SUPPORT VECTOR REGRESSION 
 

Given a d-dimensional input vector 𝒙 ∈ ℝ𝑑, the idea of support vector regression is first 

mapping 𝒙 onto an m-dimensional space via some fixed non-linear mapping function 𝐽, 

i.e. 𝐽(𝒙) ∈ ℝ𝑚. Then, we construct a linear combination in this ℝ𝑚 space as 

 𝑓(𝒙) = 〈𝒘, 𝐽(𝒙)〉 + 𝑏 ( 19 ) 

with 𝑏 ∈ ℝ (see [ 10 ]). Since we have a non-linear element 𝐽(𝒙) in our linear combination, 

this results in a non-linear function. 

We would want to find 𝑓(𝒙) such that it minimizes some loss function. In ordinary 

regression, we often use residual sum of square 𝐸 = ∑ (𝑓(𝒙𝑖) − 𝑦𝑖)
2𝑛

𝑖=1 , where 𝑛 is the 

total number of data points. However, we seek to minimize a different type of loss function 

called 𝜖-insensitive loss function for SVR. In 𝜖-insensitive loss function, we ignore errors 

that are within a certain 𝜖 distance of the true value. Considering Figure 5, points that lie 

inside the 𝜖 tube are not considered when calculating the loss function 𝐸, hence their 

corresponding errors will be zero. 

 

3.1 Linear function 
 

SVR is first constructed for the linear case and then extended to the non-linear case (see 

[ 10 ]). Suppose we are given a set {(𝒙1, 𝑦1), … , (𝒙𝑛, 𝑦𝑛)} ⊂ 𝕏 × ℝ , where 𝕏  is a d-

dimensional input space. A linear regression function can be constructed as  

 𝑓(𝒙) = 〈𝒘, 𝒙〉 + 𝑏, ( 20 ) 

where 𝒘,𝒙 ∈ 𝕏 and 𝑏 ∈ ℝ. Ideally, we would want to find a function 𝑓(𝒙) such that: 

1. For all data 𝒙𝑖, 𝑓(𝒙𝑖) has at most 𝜖 deviation from the targets 𝑦𝑖; 

2. The function 𝑓(𝒙) is as flat as possible  
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To get 𝑓(𝑥) as flat as possible, one way is to minimize 𝒘 by minimizing 
1

2
‖𝒘‖2. This is 

similar to ridge regression (see [ 7 ]). We can formalize the two goals above as: 

 

Minimize 
1

2
‖𝒘‖2 

Subject to |𝑦𝑖 − 𝑓(𝒙𝑖)| ≤ 𝜖 ⇔ {
𝑦𝑖 − 〈𝒘, 𝒙𝑖〉 − 𝑏 ≤ 𝜖
〈𝒘, 𝒙𝑖〉 + 𝑏 − 𝑦𝑖 ≤ 𝜖

 

( 21 ) 

However, it does not always happen that we can find such a function 𝑓(𝒙). Most of the 

time, we will have some points that lie outside the 𝜖-tube as in Figure 5 

  

Figure 5: 𝝐-insensitive loss function from http://kernelsvm.tripod.com/ 

 

Let’s define slack variables 𝜉𝑖 , 𝜉𝑖
∗  for 𝑖 = 1,… , 𝑛 as  

 

𝜉𝑖 = {
𝑦𝑖 − 〈𝒘, 𝒙𝑖〉 − 𝑏 − 𝜖,  if 𝑥𝑖 is above the upper bound

0,   otherwise
 

𝜉𝑖
∗ = {

〈𝒘, 𝒙𝑖〉 + 𝑏 − 𝑦𝑖 − 𝜖,  if 𝑥𝑖 is below the lower bound
0,   otherwise

 

( 22 ) 

The two goals in ( 21 ) then become: 

 

Minimize 
1

2
‖𝒘‖2 + 𝐶 ∑ (ξi + 𝜉𝑖

∗)𝑛
𝑖=1  

subject to {

𝑦𝑖 − 〈𝒘, 𝒙𝑖〉 − 𝑏 ≤ 𝜖 + 𝜉𝑖
〈𝒘, 𝒙𝑖〉 + 𝑏 − 𝑦𝑖 ≤ 𝜖 + 𝜉𝑖

∗

𝜉𝑖 , 𝜉𝑖
∗ ≥ 0

 

( 23 ) 
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This is an optimization problem, specifically, a quadratic programming problem since the 

objective function is quadratic in the parameter and the constraints are linear. Value 𝐶 >

0 is variable cost that controls the trade-off between model complexity and the associated 

error. If we use a large 𝐶, we emphasize the influence of error on the objective function. 

Hence, we will end up with a complex model and vice versa. Value 𝐶  is usually pre-

determined before the model is built. In practice, we usually compare different 𝐶 values to 

find which one gives us the best model. 

 

3.2 Lagrange Multipliers 
 

Lagrange multipliers is a method to find minima and maxima of an objective function 

subject to an equality constraint, and can be extended to cases with both inequality and 

equality constraints. Suppose we are given a primal optimization problem as  

 Minimize 𝑓(𝒘) 

subject to {
𝑔𝑖(𝒘) ≤ 0, 𝑖 = 1,… , 𝑘

ℎ𝑖(𝒘) = 0, 𝑖 = 1,… ,𝑚
 

 

We define the generalized Lagrangian as 

 

𝐿(𝒘, 𝜶,𝜷) = 𝑓(𝒘) +∑𝛼𝑖𝑔𝑖(𝒘)

𝑘

𝑖=1

+∑𝛽𝑖ℎ𝑖(𝒘)

𝑚

𝑖=1

 

𝛼𝑖 ≥ 0, 𝑖 = 1,… , 𝑘 

 

where 𝛼𝑖 , 𝛽𝑖  are called Lagrange multipliers. Considering the Lagrange dual function 

𝑔(𝛼, 𝛽) = min
𝒘
𝐿(𝒘,𝜶, 𝜷), the dual optimization problem is defined as maximizing 𝑔(𝛼, 𝛽). 

It can be shown that the optimal value of primal optimization problem is equal to the 

optimal value of the dual optimization problem. Therefore, we can solve the dual 

optimization problem instead of the primal problem. Hence, minimizing 𝑓(𝒘) becomes 

minimizing the Lagrangian with respect to the primal variables 𝒘, then maximizing the 
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resulted function with respect to the dual variables 𝛼, 𝛽 . Applied to our optimization 

problem, the Lagrangian for ( 23 ) is 

𝐿 =
1

2
 ‖𝒘‖2 + 𝐶∑(𝜉𝑖 + 𝜉𝑖

∗)

𝑛

𝑖=1

−∑𝛼𝑖(𝜖 + 𝜉𝑖 − 𝑦𝑖 + 〈𝒘, 𝒙𝑖〉 + 𝑏)

𝑛

𝑖=1

−∑𝛼∗(𝜖 + 𝜉𝑖
∗ + 𝑦𝑖 − 〈𝒘, 𝒙𝑖〉 − 𝑏)

𝑛

𝑖=1

−∑(𝜂𝑖𝜉𝑖 + 𝜂𝑖
∗𝜉𝑖
∗)

𝑛

𝑖=1

 

𝛼𝑖
(∗)
≥ 0, 𝜂𝑖

(∗)
≥ 0, 𝑖 = 1,… , 𝑛 

( 24 ) 

where 𝒘,𝑏, 𝜉𝑖 , 𝜉𝑖
∗ are primal variables and 𝛼𝑖 , 𝛼𝑖

∗, 𝜂𝑖, 𝜂𝑖
∗ are dual variables, for 𝑖 = 1,… , 𝑛. 

The dual optimization problem is max
𝛼(∗),𝜂(∗)

𝑚𝑖𝑛
𝒘,𝑏,𝜉(∗) 

𝐿 . First, taking partial derivatives of 𝐿 with 

respect to primal variables 𝑏,𝒘, 𝜉𝑖 , 𝜉𝑖
∗ and seting them to zero will give us 

𝜕𝐿

𝜕𝑏
=∑(𝛼𝑖

∗ − 𝛼𝑖)

𝑛

𝑖

=
𝑠𝑒𝑡
0 ⇒∑𝛼𝑖

𝑛

𝑖

=∑𝛼𝑖
∗

𝑛

𝑖

 ( 25 ) 

𝜕𝐿

𝜕𝒘
= 𝒘−∑(𝛼𝑖 − 𝛼𝑖

∗)𝒙𝑖

𝑛

𝑖

=
𝑠𝑒𝑡
0 ⇒ 𝒘 =∑(𝛼𝑖 − 𝛼𝑖

∗)𝒙𝑖

𝑛

𝑖

 ( 26 ) 

⇒
1

2
 ‖𝒘‖2 =

1

2
⟨∑(𝛼𝑖 − 𝛼𝑖

∗)

𝑛

𝑖

𝑥𝑖,∑(𝛼𝑗 − 𝛼𝑗
∗)𝑥𝑗

𝑛

𝑗

⟩

=
1

2
 ∑∑(𝛼𝑖 − 𝛼𝑖

∗)(𝛼𝑗 − 𝛼𝑗
∗)〈𝑥𝑖, 𝑥𝑗〉

𝑛

𝑗

𝑛

𝑖

 

( 27 ) 

𝜕𝐿

𝜕𝜉𝑖
= 𝐶 − 𝛼𝑖 − 𝜂𝑖 =

𝑠𝑒𝑡
0 ⇒ 𝜂𝑖 = 𝐶 − 𝛼𝑖 

𝜕𝐿

𝜕𝜉𝑖
∗ = 𝐶 − 𝛼𝑖

∗ − 𝜂𝑖
∗ =
𝑠𝑒𝑡
0 ⇒ 𝜂𝑖

∗ = 𝐶 − 𝛼𝑖
∗. 

( 28 ) 

By ( 27 ) and ( 28 ), the Lagrangian in ( 24 ) becomes 
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𝐿 =
1

2
 ∑∑(𝛼𝑖 − 𝛼𝑖

∗)(𝛼𝑗 − 𝛼𝑗
∗)〈𝑥𝑖, 𝑥𝑗〉

𝑛

𝑗=1

𝑛

𝑖=1

+ 𝐶∑(𝜉𝑖 + 𝜉𝑖
∗)

𝑛

𝑖=1

− 𝜖 (∑𝛼𝑖

𝑛

𝑖=1

+∑𝛼𝑖
∗

𝑛

𝑖=1

)

− 𝑏(∑𝛼𝑖

𝑛

𝑖=1

−∑𝛼𝑖
∗

𝑛

𝑖=1

) +∑𝑦𝑖(𝛼𝑖 − 𝛼𝑖
∗)

𝑛

𝑖=1

−∑(〈𝒘, 𝒙𝑖〉(𝛼𝑖 − 𝛼𝑖
∗))

𝑛

𝑖=1

−∑𝛼𝑖𝜉𝑖

𝑛

𝑖=1

−∑𝛼𝑖
∗𝜉𝑖
∗

𝑛

𝑖=1

−∑(𝐶 − 𝛼𝑖)𝜉𝑖

𝑛

𝑖=1

−∑(𝐶 − 𝛼𝑖
∗)𝜉𝑖

∗

𝑛

𝑖=1

. 

 

 

By ( 25 ) we have 

𝐿 =
1

2
 ∑∑(𝛼𝑖 − 𝛼𝑖

∗)(𝛼𝑗 − 𝛼𝑗
∗)〈𝑥𝑖, 𝑥𝑗〉

𝑛

𝑗=1

𝑛

𝑖=1

− 𝜖 (∑𝛼𝑖

𝑛

𝑖=1

+∑𝛼𝑖
∗

𝑛

𝑖=1

) +∑𝑦𝑖(𝛼𝑖 − 𝛼𝑖
∗)

𝑛

𝑖=1

−∑(〈𝒘, 𝒙𝑖〉(𝛼𝑖 − 𝛼𝑖
∗))

𝑛

𝑖=1

. 

 

 

Then by ( 26 )  

𝐿 = −
1

2
 ∑∑(𝛼𝑖 − 𝛼𝑖

∗)(𝛼𝑗 − 𝛼𝑗
∗)〈𝑥𝑖, 𝑥𝑗〉

𝑛

𝑗=1

𝑛

𝑖=1

− 𝜖 (∑𝛼𝑖

𝑛

𝑖=1

+∑𝛼𝑖
∗

𝑛

𝑖=1

) +∑𝑦𝑖(𝛼𝑖 − 𝛼𝑖
∗)

𝑛

𝑖=1

. 
 

 

Also by ( 28 ), 𝛼𝑖
(∗)
≥ 0  and 𝜂𝑖

(∗)
≥ 0 , we have 𝛼𝑖

(∗)
∈ [0, 𝐶] . Our problem becomes 

maximizing the Lagrangian 

𝐿 = −
1

2
∑∑(𝛼𝑖 − 𝛼𝑖

∗)(𝛼𝑗 − 𝛼𝑗
∗)〈𝑥𝑖, 𝑥𝑗〉 − 𝜖∑(𝛼𝑖 + 𝛼𝑖

∗)

𝑛

𝑖=1

𝑛

𝑗=1

𝑛

𝑖=1

+∑𝑦𝑖(𝛼𝑖 − 𝛼𝑖
∗)

𝑛

𝑖=1

 

subject to

{
 

 ∑(𝛼𝑖 − 𝛼𝑖
∗) = 0

𝑛

𝑖=1

𝛼𝑖
(∗)
∈ [0, 𝐶]

 

( 29 ) 

This maximization problem is much simpler than the original one since we only have 

constraints 𝛼𝑖
(∗)

. Once we find all  𝛼𝑖
(∗)

, we will be able to construct the weight vector 
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 𝒘 =∑(𝛼𝑖 − 𝛼𝑖
∗)𝒙𝑖 

𝑛

𝑖

.  

Hence, ( 20 ) becomes 

 𝑓(𝒙) =∑(𝛼𝑖 − 𝛼𝑖
∗)〈𝒙𝑖, 𝒙〉 + 𝑏

𝑛

𝑖

. ( 30 ) 

Function𝑓(𝒙) is called a support vector expansion and can be described as a linear 

combination of the input pattern 𝒙𝑖. With this construction, we can see that we do not need 

to compute 𝒘 explicitly because 𝑓(𝒙) can be described in terms of dot products between 

input patterns. This will prove helpful later when we get to the non-linear case. 

 

3.3 Karush-Kuhn-Tucker (KKT) conditions 
 

So far we already established a method to compute all 𝛼𝑖 and 𝛼𝑖
∗ but not 𝑏 in the function 

𝑓(𝒙). Considering the primal and dual optimization problem in section 3.3, the Karush-

Kuhn-Tucker conditions state that at the optimal solution, 𝒘,𝛼, 𝛽 have to satisfy 

 

 𝜕

𝜕𝑤𝑖
 𝐿(𝒘, 𝛼, 𝛽) = 0, 𝑖 = 1,… , 𝑑 

𝜕

𝜕𝛽𝑖
 𝐿(𝒘, 𝛼, 𝛽) = 0, 𝑖 = 1,… ,𝑚 

𝛼𝑖𝑔𝑖(𝒘) = 0, 𝑖 = 1,… , 𝑘 

𝑔𝑖(𝒘) ≤ 0, 𝑖 = 1,… , 𝑘 

𝛼𝑖 ≥ 0, 𝑖 = 1,… , 𝑘. 

 

Among them, we specifically pay attention to the condition 𝛼𝑖𝑔𝑖(𝒘) = 0, 𝑖 = 1,… , 𝑘 . It 

states that at that the optimal solution, the product between dual variables and constraints 
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has to vanish. Applying KKT conditions to our optimization problem in ( 23 ), for all 𝑖 we 

have 

 𝛼𝑖(𝜖 + 𝜉𝑖 − 𝑦𝑖 + 〈𝒘, 𝒙𝑖〉 + 𝑏) = 0 ( 31 ) 

 𝛼𝑖
∗(𝜖 + 𝜉𝑖 + 𝑦𝑖 − 〈𝒘, 𝒙𝑖〉 − 𝑏) = 0 ( 32 ) 

 (𝐶 − 𝛼𝑖)𝜉𝑖 = 0 ( 33 ) 

 (𝐶 − 𝛼𝑖
∗)𝜉𝑖

∗ = 0. ( 34 ) 

Smola and Schölkopf [ 10 ] stated several conclusions from the result of the KKT 

conditions, in which we specifically pay attention to the following two. Firstly, when 𝛼𝑖, 𝛼𝑖
∗ ∈

(0, 𝐶), ( 𝟑𝟑 ) 𝑎𝑛𝑑 ( 𝟑𝟒 ) ⇒ 𝐶 − 𝛼𝑖
(∗) ≠ 0 ⇒ 𝜉𝑖

(∗) = 0, by ( 31 ) and ( 32 )  

 𝑏 = 𝑦𝑖 − 〈𝒘, 𝒙𝑖〉 − 𝜖 or 𝑏 = 𝑦𝑖 − 〈𝒘, 𝒙𝑖〉 + 𝜖.  

Secondly, for points that are inside the 𝜖-insensitive tube, |𝑓(𝒙𝑖) − 𝑦𝑖| < 𝜖 ⇒  𝑓(𝒙𝑖) − 𝑦𝑖 +

𝜖 > 0 and −𝑓(𝒙𝑖) + 𝑦𝑖 + 𝜖 > 0 ⇒ 𝛼𝑖 , 𝛼𝑖
∗ = 0 to satisfy KKT condition ( 31 ) and ( 32 ). 

Therefore, only points on or outside the 𝜖-insensitive tube, i.e. |𝑓(𝒙𝑖) − 𝑦𝑖| ≥ 𝜖, will have 

non-zero Lagrange multipliers 𝛼𝑖 , 𝛼𝑖
∗. Points corresponding to non-zero 𝛼𝑖, 𝛼𝑖

∗ are called 

support vectors. As 𝜖 increases, the 𝜖-sensitivity tube gets wider, leading to fewer points 

outside the tube and fewer support vectors. As result, the support vector expansion 𝑓(𝒙) =

∑ (𝛼𝑖 − 𝛼𝑖
∗)〈𝒙𝑖 , 𝒙〉 + 𝑏

𝑛
𝑖  will be sparser and the computing cost will be lesser.  Figure 6 

illustrates the effect of the 𝜖 value to the number of points considered as support vectors 

in the linear case. 
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Figure 6: Support vectors with different 𝜖. Total data points are 381. Left: using 𝜖 = 0.01, 

we have 366 support vectors. Right: using 𝜖 = 0.3, we have 37 support vectors. 

 

3.4 Non-linear function 
 

The extension of the SVR algorithm to the non-linear case is straightforward. Given a 

training set {(𝒙1, 𝑦1), … , (𝒙𝑛, 𝑦𝑛)} ⊂ 𝕏 × ℝ where 𝕏 is d-dimensional input space, we first 

map 𝒙𝑖 to space 𝔽 by some non-linear mapping 𝐽, then construct a linear regression in 𝔽 

as 

 𝑓(𝒙) = 〈𝒘, 𝐽(𝒙)〉 + 𝑏  

with 𝑏 ∈ ℝ and 𝒘 ∈ 𝔽. 𝔽 is called the feature space. Following ( 29 ), we need to maximize 

the Lagrange function 

 
𝐿 = −

1

2
 ∑∑(𝛼𝑖 − 𝛼𝑖

∗)(𝛼𝑗 − 𝛼𝑗
∗)〈𝐽(𝒙𝑖), 𝐽(𝒙)〉 − 𝜖∑(𝛼𝑖 + 𝛼𝑖

∗)

𝑛

𝑖

𝑛

𝑗

𝑛

𝑖

+∑𝑦𝑖(𝛼𝑖 − 𝛼𝑖
∗)

𝑛

𝑖
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subject to 

{
 

 ∑(𝛼𝑖 − 𝛼𝑖
∗) = 0

𝑛

𝑖

𝛼𝑖
(∗)
∈ [0, 𝐶]

 

 

By ( 26 ) the weight vector is 

 
𝒘 =∑(𝛼𝑖 − 𝛼𝑖

∗)𝐽(𝒙𝑖)

𝑛

𝑖

. 
 

Hence, the support vector expansion in the non-linear case is 

 
𝑓(𝒙) = 〈∑(𝛼𝑖 − 𝛼𝑖

∗)𝐽(𝒙𝑖), 𝐽(𝒙)〉 + 𝑏

𝑛

𝑖

 

= (𝛼𝑖 − 𝛼𝑖
∗)∑〈𝐽(𝒙𝑖), 𝐽(𝒙)〉 + 𝑏

𝑛

𝑖

. 

 

Looking at the support vector expansion, we can see that the support vector 

algorithm only depends on the dot product between 𝐽(𝒙𝑖) and 𝐽(𝒙). If we know the function 

〈𝐽(𝒙𝑖), 𝐽(𝒙)〉, we can use it to construct 𝑓(𝒙) instead of using the function 𝐽(. ) explicitly. 

Smola and Schölkopf [ 10 ] uses a simple example to illustrate this idea. Let 𝐽:ℝ2 → ℝ3 

with 𝐽(𝑥1, 𝑥2) = (𝑥1
2, √2 𝑥1𝑥2, 𝑥2

2), then 

〈𝐽(𝒙), 𝐽(𝒙′)〉 = 〈(𝑥1
2, √2𝑥1𝑥2, 𝑥2

2), (𝑥1
′ 2, √2𝑥1

′𝑥2
′ , 𝑥2

′2)〉 

= 𝑥1
2𝑥1

′2 + 2𝑥1𝑥2𝑥1
′𝑥2
′ + 𝑥2

2𝑥2
′2 

= (𝑥1𝑥1
′ + 𝑥2𝑥2

′ )2 

= 〈(𝑥1, 𝑥2), (𝑥1
′ , 𝑥2

′ )〉2 

= 〈𝒙, 𝒙′〉2. 

According to this, 〈𝐽(𝒙), 𝐽(𝒙′)〉 only depends on the dot product between various patterns; 

hence, it is sufficient to know and use 𝑘(𝒙, 𝒙′) = 〈𝐽(𝒙), 𝐽(𝒙′)〉 = 〈𝒙, 𝒙′〉2 when computing 

〈𝐽(𝒙), 𝐽(𝒙′)〉. 
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3.5 Kernel 
 

So far, we have established a methodology to construct function 𝑓(𝒙) in the SVR algorithm 

and stated that it is sufficient to use the dot product function between input patterns 

𝑘(𝒙, 𝒙′) to build 𝑓(𝒙). The question is whether always exists such function and how do we 

define a function that represents the dot product in feature space 𝔽. Even though the 

support vector machines algorithm was invented in 1963, not until 1992 was kernel trick 

proposed to use for the non-linear separable case in classification which could also be 

extended to non-linear regression (see [ 12 ]). 

In the context of the support vector algorithm, a kernel is a function representing 

an inner product in feature space 𝔽. Given 𝒙, 𝒙′ in a d-dimensional input space 𝕏 and 𝐽 a 

non-linear (sometimes linear) mapping from 𝕏 to a high-dimensional feature space 𝔽, a 

kernel is defined in Smola and Schölkopf [ 10 ] as 

 𝑘(𝒙, 𝒙′) = 〈𝐽(𝒙), 𝐽(𝒙′)〉.  

Since a kernel is a dot product, it is symmetric, i.e. 𝑘(𝒙, 𝒙′) = 𝑘(𝒙′, 𝒙), and satisfies the 

Cauchy-Schwartz inequality, i.e. 

 𝑘2(𝒙, 𝒙′) = 〈𝐽(𝒙), 𝐽(𝒙′)〉2 

≤ ‖𝜙(𝒙)‖2‖𝜙(𝒛)‖2 

= 〈𝐽(𝒙), 𝐽(𝒙)〉〈𝐽(𝒙′), 𝐽(𝒙′)〉 

= 𝑘(𝒙, 𝒙)𝑘(𝒙′, 𝒙′) 

 

These properties however are not sufficient to guarantee the existence of a feature space 

𝔽.  
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Mercer’s Theorem (see [ 2 ]) 

Let 𝕏 be a finite input space with 𝑘(𝒙, 𝒙′) a symmetric function on 𝕏, then 𝑘(𝒙, 𝒙′) 

is a kernel function if and only if the matrix 𝐾 = (𝑘(𝒙𝑖, 𝒙𝑗))
𝑖,𝑗=1

𝑛
 is positive semi-definite 

(PSD). 

Proof 

𝐾 is a symmetric and real value matrix 𝐾 = [
𝑘(𝒙1, 𝒙1) ⋯ 𝑘(𝒙1, 𝒙𝑛)

⋮ ⋱ ⋮
𝑘(𝒙𝑛, 𝒙1) ⋯ 𝑘(𝒙𝑛, 𝒙𝑛)

]. Assume 

the matrix 𝐾 is positive semi-definite. By spectral decomposition  

𝐾 = 𝑉𝐷𝑉′ = [

𝑣11 ⋯ 𝑣1𝑛
⋮ ⋱ ⋮
𝑣𝑛1 ⋯ 𝑣𝑛𝑛

] [
𝜆1 ⋯ 0
⋮ ⋱ ⋮
0 ⋯ 𝜆𝑛

] [

𝑣11 ⋯ 𝑣𝑛1
⋮ ⋱ ⋮
𝑣1𝑛 ⋯ 𝑣𝑛𝑛

] 

=

[
 
 
 
 
 
 
 
 
 ∑𝜆𝑖𝑣1𝑖𝑣1𝑖

𝑛

𝑖=1

∑𝜆𝑖𝑣1𝑖𝑣2𝑖

𝑛

𝑖=1

⋯ ∑𝜆𝑖𝑣1𝑖𝑣𝑛𝑖

𝑛

𝑖=1

∑𝜆𝑖𝑣2𝑖𝑣1𝑖

𝑛

𝑖=1

∑𝜆𝑖𝑣2𝑖𝑣2𝑖

𝑛

𝑖=1

… ∑𝜆𝑖𝑣2𝑖𝑣𝑛𝑖

𝑛

𝑖=1

⋮ ⋮ ⋱ ⋮

∑𝜆𝑖𝑣𝑛𝑖𝑣1𝑖

𝑛

𝑖=1

∑𝜆𝑖𝑣𝑛𝑖𝑣2𝑖

𝑛

𝑖=1

⋯ ∑𝜆𝑖𝑣𝑛𝑖𝑣𝑛𝑖

𝑛

𝑖=1 ]
 
 
 
 
 
 
 
 
 

 

Let  

𝐽: 𝒙𝑖 → [√𝜆1𝑣𝑖1, √𝜆2𝑣𝑖2, … , √𝜆𝑛𝑣𝑖𝑛], 

then  

〈𝐽(𝒙𝑖), 𝐽(𝒙𝑗)〉 =∑𝜆𝑡𝑣𝑖𝑡𝑣𝑗𝑡

𝑛

𝑡=1

= [𝐾]𝑖𝑗 = 𝑘(𝒙𝑖 , 𝒙𝑗) 

Since there exists a function 𝐽 such that 𝑘(𝒙𝑖, 𝒙𝑗) is an inner product, 𝑘(𝒙, 𝒛) is a kernel. 

For the other direction, suppose 𝐾 is not positive semi-definite, then there exists a 

negative eigenvalue 𝜆𝑠. We consider  

𝒒 = 𝑣1𝑠𝐽(𝒙1) + 𝑣2𝑠𝐽(𝒙2) + ⋯+ 𝑣𝑛𝑠𝐽(𝒙𝑛) = √𝐷𝑉
′𝒗𝑠. 
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Then we get a contradiction 

‖𝒒‖2 = √〈𝒒, 𝒒〉
2
= 〈√𝐷𝑉′𝒗𝒔, √𝐷𝑉

′𝒗𝑠〉 = 𝒗𝑠
′𝐾𝒗𝑠 = 𝝀𝑠 < 0. 

For 𝕏  being a compact subset of ℝ𝑛 , Mercer shows that the requirement for  

𝑘(𝒙, 𝒚) to be a kernel is that for any finite subset of 𝕏, the corresponding matrix is PSD. 

There are many types of kernel. In this project, we are going to use the Gaussian 

kernel 𝑘(𝒙, 𝒙′) = 𝑒
−
‖𝒙−𝒙′‖2

2𝜎2 , polynomial kernel 𝑘(𝒙, 𝒙′) = (𝑠𝑐𝑎𝑙𝑒. 〈𝒙, 𝒙′〉 + 𝑜𝑓𝑓𝑠𝑒𝑡)𝑑𝑒𝑔𝑟𝑒𝑒, and 

hyperbolic tangent kernel 𝑘(𝒙, 𝒙′) = tanh (𝑠𝑐𝑎𝑙𝑒. 〈𝒙, 𝒙′〉 + 𝑜𝑓𝑓𝑠𝑒𝑡). Cristianini and Shawe-

Taylor [ 2 ] has shown many propositions and corollaries in his book to help creating new 

kernels from existing kernels. Interested readers can refer to his book for detail. For 

examples, if we let 𝑓(. ) be a real-valued function on 𝕏 and 𝑘1(𝒙, 𝒙′), 𝑘2(𝒙, 𝒙′)  be a kernel 

over 𝕏 × 𝕏, then the following are kernels (see [ 2 ]): 

𝑘(𝒙, 𝒙′) = 𝑓(𝒙)𝑓(𝒙′) 

𝑘(𝒙, 𝒙′) = 𝑘1(𝒙, 𝒙′)𝑘2(𝒙, 𝒙′) 

𝑘(𝒙, 𝒙′) = exp(𝑘1(𝒙, 𝒙′)). 

Also 

‖𝒙 − 𝒙′‖2 = ‖𝒙‖2 + ‖𝒙′‖2 − 2〈𝒙, 𝒙′〉. 

Hence, the Gaussian kernel 

 𝑘(𝒙, 𝒙′) = 𝑒
−
‖𝒙−𝒙′‖2

2𝜎2 = 𝑒
−
‖𝒙‖2

2𝜎2  𝑒
−
‖𝒙′‖2

2𝜎2  𝑒
2〈𝒙,𝒙′〉
2𝜎2   

is an appropriate kernel.  
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Chapter 4 

OVERFITTING AND CROSS VALIDATION 
 

4.1 Problem of overfitting and cross validation 
 

We have been discussing the two methods that can be used to fit a model to a set of 

training data. We would like to be able to find the set of parameters that fit the training 

data well and hopefully a model that has good prediction ability. Since a model is 

constructed such that it minimizes the error or loss function using training data, it will try 

to capture the trend of training data as much as it could in the sense that if we significantly 

change the value of one or some data points, the function will try to accommodate those 

points. As result, we end up with a major different function that may fit the training data 

very well but does not represent the optimal function or fail to make predictions on new 

data that the model has never seen (or never been trained on). This is what we refer to as 

overfitting. It can happen when the model has many parameters and is excessively 

complex. Figure 7 is an example of overfitting where the training set error decreases with 

iteration but the validation set error only decreases for a while and then starts to increase. 

Ideally, we would want these two curves to perform closely to each other in terms of trend 

and magnitude. 
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Figure 7: Problem of overfitting from http://jmvidal.cse.sc.edu/talks/ann/overfitann.xml 

 

There are many techniques to prevent overfitting. One of the them is cross-

validation. The idea of this technique is that we are going to choose a set of parameters 

not based on the performance of training data but on new data that has not been used for 

training, which is assumed to represent the unseen data that the model will encounter. 

The error associated with this unseen data set is called generalized error. 

Hold-out 

Hold-out is the simplest type of cross validation in which we train and validate our 

model on two disjoint data sets. Given a set of data 𝑈 = {(𝒙1, 𝒚1), (𝒙2, 𝒚2),… , (𝒙𝑛, 𝒚𝑛)}, we 

divide 𝑈 into two sets called training set 𝑇 and validation set 𝑉 such that 𝑇 ∪ 𝑉 = 𝑈 and 

𝑇 ∩ 𝑉 = ∅. We build a model using training set 𝑇 make predictions for validation set 𝑉. 

Then, we calculate the error associated with these predictions. This will be the criterion 

for choosing the best model or the best set of parameters. Since the error is calculated on 

the validation set 𝑉 which was not used to build the model, it reduces the chance of 

choosing a model that fits the training data well but has weak ability to predict on new data 

set. This method is fairly simple to implement, yet it faces the challenge that our result 
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depends on how we split the data, i.e. which data points are in the training set and which 

are in the test set. To address this problem, we will introduce next the k-fold cross 

validation method. 

K-fold cross validation 

Given a set of data 𝑈 = {(𝒙1, 𝒚1), (𝒙2, 𝒚2),… , (𝒙𝑛, 𝒚𝑛)}, we randomly divide 𝑈 into k 

disjoint subsets of approximately equal size 𝑈1, 𝑈2, …𝑈𝑘  such that ⋃ 𝑈𝑖
𝑘
𝑖=1 = 𝑈. We will 

train our model using training set 𝑇 = ⋃ 𝑈𝑖
𝑘
𝑖=2  and use that model to make prediction on 

validation set 𝑉 = 𝑈1. Again, the error measurement is calculated from that prediction. 

This process is then repeated until all 𝑈𝑖 are used as validation set once. The final error is 

the average error from the k trials and will be used to evaluate to performance of our 

model. Since all points in 𝑈 are used for evaluating once, this method depends less on 

the division of 𝑈. However, since we have to train k models, the computation time and 

cost would be higher. There is no rule in selecting k, however a common practice is to use 

𝑘 = 5 or 𝑘 = 10, which will give us a validation set of size 20% and 10% of the original set, 

respectively. 

An extreme case of k-fold cross validation is “leave one out” cross validation in 

which we divide 𝑈 into n subsets where n is the size of 𝑈. Even though we might have a 

better error measurement of the model, this technique is strongly computational inefficient 

as our dataset gets large. 

We have discussed the above two methods to avoid overfitting in an attempt to 

produce a model that has good forecasting ability. There are many other methods such 

as repeated k-fold, repeated random sub-sampling validation (also called Monte Carlo 

cross validation), bootstrap, etc. The choice of these methods could depend on the size 

and nature of data set and the computation resources.  
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Chapter 5 

APPLICATION 
 

5.1 King County house sale 
 

Firstly, let us introduce this dataset. The dataset is provided by The University of 

Washington. There are 173484 data points in the training set and 4229 data points in the 

testing set. It consists of 20 predictor variables and one response variable. Some of the 

predictor variables are self-explanatory such as ID, date, bedrooms, bathrooms, 

sqft_living, sqft_lot, sqft_basement, floors, yr_built, yr_renovated, zipcode, lat (latitude), 

long (longitude). Others are: 

Waterfront: whether the house has waterfront (1) or not (0) 

View: number indicating type of view, coded 0-4 

Condition: number indicating the condition of the house, coded 1-5. For examples, “1” 

means poor-worn out, “2” means fair-badly worn, “3” means average, etc. 

Grade: number measuring the quality of construction, coded 1-13. For examples, “1-3” 

means the house is short of minimum building standards, “4” means generally older low 

quality construction, “7” means average grade of construction and design, “12” means 

custom design and excellent builders, etc. 

Sqft_above: living area in a house which doesn’t include basement 

Sqft_living15: the average living size of 15 nearest neighbors 

Sqft_lot_15: the average lot size of 15 nearest neighbors   

Information about the variables “condition” and “grade” can be found from the 

Glossary of Terms of the King County Assessor’s site. We exclude variable ID from the 

model because it does not possess any meaningful information, variable zip code since it 

relates to lat and long, variable grade since it relates to condition, sqft_above and 
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sqft_basement since sqft_living is the summation of those two. We also exclude floors, 

sqft_living15, sqft_lot15 to reduce computing cost. To summarize, we use predictor 

variables bedrooms, bathrooms, sqft_living, sqft_lot, view, condition, yr_built, lat, and long. 

The response variable price ranges from $81,000 to $7,700,000 with a median of 

$450,000, mean of $539,513. This data is strongly skewed and has outliers. The plot of 

variable price is as follows. 

 

Figure 8: Boxplot and histogram of house price 

 

We first tried implementing 10-fold cross validation. However, it requires a large 

computation cost for this data set. For example, training 50 support vector regression 

models by 10-fold cross validation would take two weeks using the kernlab package. Since 

this dataset is large, hold-out cross validation should be sufficient enough to generate 

generalized error across models. Hence, we use 10% of the training set as the validation 

set and perform hold-out cross validation in both algorithms. The computation cost 

therefore is only about 1/10 of the 10-fold cross validation. 
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The hold-out cross validation procedure has two steps. First, we randomly divide 

the training set into a validation set (10% of the data) and a sub-training set (90% of the 

data) based on the percentile of the variable price. Second, we standardize the sub-

training set to have mean 0 and variance 1. We also use mean and standard deviation of 

the sub-training set to standardize the validation set. The mean and variance of the 

standardized validation set therefore are not 0 and 1 but they are very close. Last, we 

build the model using the sub-training set, make the prediction and calculate error on the 

validation set. 

To construct a support vector regression model, we use the kernlab package in R. 

Unlike neural networks, implementation of support vector regression does not require an 

iterative procedure. The package implements Sequential minimization optimization by 

Platt [ 8 ], which avoids the use of quadratic programming and allows solving analytically 

two multipliers at a time. As you might remember, there are two parameters we have to 

find which are cost 𝐶 from the objective function ( 24 ) and sigma 𝜎 from the Gaussian 

kernel. To find 𝐶 and 𝜎, we implement the grid search method in Hsu, Chang, and Lin [ 4 

]. We select a range of values for 𝐶 and 𝜎. The grid consists of all possible combinations 

of 𝐶 and 𝜎, each of which is then used to build the model. This method is naïve yet simple 

and effective enough if we have a large parameter space that covers the feasible solution. 

Since this exhaustive search method is time consuming, Hsu et al. [ 4 ] suggests to first 

use a coarse grid search, specifically in this case, let 𝐶 be 2−2, 20, … , 214  and sigma be 

2−8, 2−6, … , 24. For each pair of values 𝐶 and 𝜎, we train a model using the sub-training 

set and predict the price of houses in the validation set. The RMSE calculated on the 

validation set indicate that  𝐶 = 22  and 𝑠𝑖𝑔𝑚𝑎 = 2−2  give us the best cross validation 

RMSE of 0.4572165. Figure 9 graphs the cross validation RMSE of these models, with 
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RMSE on the y-axis, sigma on the x-axis, and each line representing a 𝐶 value. The solid 

line in Figure 9 (left) represents all the models with 𝐶 = 22. 

 

Figure 9: Cross validation RMSE for Gaussian kernel in coarse grid search (left) and fine 

grid search (right) 

 

Knowing 𝐶 = 22 and 𝜎 = 2−2 gives us the best validation set performance, we now repeat 

the previous step using a fine grid that consists of smaller parameter range. We let 𝐶 be 

21, 21.25, … , 22.75, 23 and sigma be 2−3, 2−2.75, … , 2−1.25, 2−1. Cross validation indicates the 

model with  𝐶 = 22.5 and 𝜎 = 2−3 has the best RMSE of 0.4572939. This is our chosen 

SVR model. Figure 9 (right) graphs the cross validation RMSE of the models of fine grid. 

We use 𝐶 = 22.5 and 𝜎 = 2−3 to build the model using the whole training set and predict 

price of houses in the testing set, which we set aside and have not used since the 

beginning. The RMSE of the testing set is 0.4531146. Since we are also interested in 

knowing the difference between the prices we predict and the true prices (in dollars), we 

unscaled the prediction by 𝑝𝑟𝑒𝑑𝑖𝑐𝑡𝑒𝑑 𝑝𝑟𝑖𝑐𝑒 𝑖𝑛 𝑑𝑜𝑙𝑎𝑟 = 𝑝𝑟𝑒𝑑𝑖𝑐𝑡𝑖𝑜𝑛 ∗ 𝑠𝑡𝑑𝑝𝑟𝑖𝑐𝑒 +𝑚𝑒𝑎𝑛𝑝𝑟𝑖𝑐𝑒 
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and calculate mean absolute as 
|𝑡𝑟𝑢𝑒 𝑝𝑟𝑖𝑐𝑒−𝑝𝑟𝑒𝑑𝑖𝑐𝑡𝑒𝑑 𝑝𝑟𝑖𝑐𝑒 𝑖𝑛 𝑑𝑜𝑙𝑙𝑎𝑟|

𝑡𝑟𝑢𝑒 𝑝𝑟𝑖𝑐𝑒
∗ 100. The mean absolute 

difference (MAD) of the testing set is 16.48204%. 

The second kernel we implement for SVR is a polynomial kernel of degree 3. The 

process is similar as above. When the degree is 3, our coarse grid is 𝑠𝑐𝑎𝑙𝑒 = 2−4, 2−2, … ,24 

and 𝐶 = 2−6, 2−4, … , 28, the resulting model with least RMSE has 𝑠𝑐𝑎𝑙𝑒 = 2−2 and 𝐶 = 22. 

For fine grid, we let 𝑠𝑐𝑎𝑙𝑒 = 2−3, 2−2.75, … , 2−1 and 𝐶 = 21, 21.25, … , 23. The resulting model 

has 𝑠𝑐𝑎𝑙𝑒 = 2−1.5  and 𝐶 = 21.75  and cross validation RMSE of 0.4883195. The testing 

RMSE and MAD are 2.831966 and 21.34045%, respectively.  

The third kernel we implement is a hyperbolic tangent kernel. Our coarse grid has 

𝑐𝑜𝑠𝑡 = 20, 22, … , 214 and 𝑠𝑐𝑎𝑙𝑒 = 2−20, 2−18, … , 22. Our fine grid has 𝐶 = 211, 211.25, … , 213 

and 𝑠𝑐𝑎𝑙𝑒 = 2−17, 2−16.75, … , 2−15. We let the offset be 0 in this case since after cross 

validation, we observe that all the chosen models have small offset. The resulting model 

has 𝑠𝑐𝑎𝑙𝑒 = 2−15.25  and 𝐶 = 212.75 . Least cross validation RMSE for the fine grid is 

0.5946094. Testing RMSE and MAD are 0.6126179 and 24.18719%. All of the cross 

validation RMSE, testing RMSE and MAD of SVR are summarized in Table 1 and Table 

2. 
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Model RMSE 

Support vector regression with Gaussian kernel, 𝐶 = 22.5  , 

and 𝜎 = 2−3 

0.4496665 

Support vector regression with polynomial kernel, 𝑑𝑒𝑔𝑟𝑒𝑒 =

3, 𝑠𝑐𝑎𝑙𝑒 = 2−1.5, 𝐶 = 21.75 

0.4883195 

Support vector regression with hyperbolic tangent kernel, 

𝑜𝑓𝑓𝑠𝑒𝑡 = 0, 𝑠𝑐𝑎𝑙𝑒 = 2−15.25, 𝐶 = 212.75 

0.5946094 

Neural network with 309 hidden nodes, learning rate = 5e-07, 

iteration = 2e+03 

0.5762864 

Neural network with 1000 hidden nodes, learning rate = 1e-

06, iteration steps = 4e+03 

0.5582169 

Neural network with 2000 hidden nodes, learning rate = 1e-

07, iteration steps = 4e+03 

0.5953120  

Table 1: RMSE on validation set (10% of training set) 

 

We use the package RSNNS to construct a neural network with standard back 

propagation algorithm. The weights are randomly chosen from the interval [−0.3, 0.3]. The 

parameter we have to determine is the number of nodes in the hidden layer. As the number 

of nodes increases, the number of weight parameters increases, giving us a more complex 

model, i.e. using one hidden node results in (9 + 1) ∗ 1 + (1 + 1) ∗ 1 = 12  weight 

variables, using 100 hidden nodes results in (9 + 1) ∗ 100 + (100 + 1) ∗ 1 = 1101 weight 

variables. Tay and Cao [ 11 ] control the number of hidden nodes such that the number of 

weights is equal to or smaller than 1/5 of the number of training samples. With this 
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requirement, our number of hidden nodes is less than or equal to 312.  Therefore, we let 

the number of nodes be 0, 1, 2, … , 312, giving us a total of 313 models to run and compare. 

For all the models, we set the learning rate to be 1e-07 and the number of iterations to be 

2e+03. Similar to support vector regression, we train each model on a sub-training set and 

calculate RMSE on the validation set.  

 

 

Figure 10: 10% hold-out cross validation error for 313 models with 1e-07 learning rate 

and 2e+03 iteration steps 

 

Figure 10 with the number of nodes on the x-axis and RMSE of the validation set 

on the y-axis shows the effect of increasing hidden nodes.  We can observe that RMSE 

of validation set significantly drops until the number of hidden nodes is around 200, then 

it slowly decreases with some fluctuation. This fluctuation is because we set a fixed 

learning rate of 1e-07. With standard backpropagation algorithm, even with the same 

number of hidden nodes, we end up with a different model construction (meaning different 
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weight value) if we use different initial weight value, learning rate, and number of iterations. 

We used a learning rate of 1e-07 because it is small enough to ensure convergence of 

the error function in all models while keeping the computing time not very long.  

The final model chosen using the package caret in R has 309 hidden nodes and 

cross validation RMSE of 0.5812527. We tried setting learning rate to be 1e-06 and 5e-07 

and found that they give slightly worse validation RMSE. Therefore, we are going to use 

learning rate of 1e-07. The corresponding RMSE of the sub-training set and the validation 

set are illustrated in Figure 11. The iterative error graph we present here is generated by 

taking the square root of the mean of SSE provided by RSNNS. We see that the validation 

error (red solid line) and sub-training error (black dashed line) are both stable and 

decreasing with some gap in between. Ideally, we want them to perform similarly and as 

close to each other as possible. 
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Figure 11: Iterative error of neural networks. Top left: neural network with 309 hidden 

nodes, 1e-07 learning rate, and 2000 iteration steps. Top right: neural network with 1000 

nodes, 1e-06 learning rate, and 4000 iteration steps. Bottom: 2000 nodes, 1e-07 

learning rate, 4000 iteration steps 

 

We are also interested in seeing the effect if we let the number of nodes be 

significantly higher, for example, when the number of hidden nodes be 1000 and 2000. 

For the neural network with 1000 hidden nodes, we use 4e+03 iteration steps and 

learning rate of 1e-06. For the neural network with 2000 hidden nodes, we use 4e+03 

iteration steps and learning rate of 1e-07. The validation RMSE in both cases are 

presented in Table 1. The result test RMSE and mean absolute difference are presented 

in Table 2. The graph of iterative error of both sub-training and validation set when using 

1000 and 2000 hidden nodes are illustrated in Figure 11. Compared to neural network 
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with 309 nodes, they seem to converge to minimum and iterate very closely to each 

other. 

Model RMSE Mean Percentage 

Difference (%) 

Support vector regression with Gaussian kernel, 

𝐶 = 22.5 , and 𝜎 = 2−3 

0.4531146 16.4805 

Support vector regression with polynomial 

kernel, degree = 3, 𝑠𝑐𝑎𝑙𝑒 = 2−1.5 , 𝐶 = 21.75 , 

𝑜𝑓𝑓𝑠𝑒𝑡 = 1 

2.831966 21.34045 

Support vector regression with hyperbolic 

tangent kernel, 𝑜𝑓𝑓𝑠𝑒𝑡 = , 𝑠𝑐𝑎𝑙𝑒 = 2−1.5 , 𝐶 =

21.75 

0.6126179 24.18719 

Neural network with 309 hidden nodes, learning 

rate =1e-07, iteration steps = 2e+03 

0.6133103 28.51079 

Neural network with 1000 hidden nodes, 

learning rate = 1e-07, iteration steps = 4000 

0.5459918 26.00248 

Neural network with 2000 hidden nodes, 

learning rate = 1e-07, iteration steps = 4000 

0.59207 29.000092 

Table 2: RMSE and Mean Absolute Difference of test set 

 

Figure 12 gives plots of predicted price vs. target (true) price for SVR with 

Gaussian kernel and hyperbolic tangent kernel, and for neural network with 309, 1000 and 

2000 hidden nodes. Target price is on x-axis and predicted price is on y-axis. If a model 
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predicts the price perfectly, we would expect to see a straight line at 45°, meaning for all 

houses, the predicted prices are equal the target prices.  
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Figure 12: Target price vs. predicted price. First row left: SVR with Gaussian kernel. First 

row right: SVR with hyperbolic tangent kernel. Second row left: neural networks with 300 

nodes. Second row right: neural networks with 1000 nodes. Third row: neural networks 

with 2000 nodes.  
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Chapter 6 

DISCUSSION 
 

Firstly, we would like to discuss the performance of the SVR with polynomial kernel. As 

you have seen, It has the highest testing RMSE among all. By plotting predicted price vs. 

target price, we see an extreme outlier. The house corresponding to the outlier has price 

of $640,000, 1.75 bathrooms, 33 bedrooms, 1620 square feet living, and 6000 square feet 

lot. The predicted price of this house is $68,758,338. We think this might be a bad data 

point because it has too many bedrooms. In fact, when we remove this data point from 

the result, the testing RMSE decreases to 0.5056124 and MAD to 18.8506%. We plot 

target price and predicted price of in testing set before and after removing the bad data 

point in Figure 13 to illustrate the effect of removing that point. Without the point, the plot 

seems to look similar to other kernels. There is a straight line trend with some variation.   

 

 

Figure 13: Target price vs predicted price for SVR with polynomial kernel. Left: before 

removing the bad data point. Right: after removing the bad data point. 

 

Secondly, the Gaussian kernel seems to perform the best among all the models 

including SVR and neural networks. Specifically, among all the SVR models, Gaussian 
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kernel performs the best and hyperbolic tangent kernel the worst. When excluding the bad 

data point, polynomial kernel performs quite well but still not as good as Gaussian kernel. 

Given the extreme high prediction of the bad data point when we use degree of 3, it seems 

like the polynomial kernel could quickly overfit the data and does not tolerate bad data as 

well as other kernels. For the hyperbolic tangent kernel, its predicted price vs target price 

of the testing set graph has a slight curve. Also, since the maximum predicted price is 

around $2 million while there are several houses priced above that, it seems to not be able 

to predict outliers very well.  

All of the neural network models used on this data set perform worse than SVR. 

As we increase the number of hidden nodes from 309 to 1000, the neural network gets 

more complex and seems to better predict the house prices. When we increase the 

number of hidden nodes to 2000, the performance on the testing set actually decreases. 

This might be because the corresponding numbers of parameters are too large and we 

have overfitted the training data.  

In this project, we implemented one hidden layer feed-forward neural network and 

support vector regression. We tried three different kernels for support vector regression 

and three different settings for neural networks. For neural networks, there are several 

things we can do for future research. We can add additional hidden layers, use a different 

method to initialize the weight parameter, and use a different iterative method to update 

the weight instead of a fixed learning rate. We could also regularize the weight parameter 

to further prevent overfitting. 
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APPENDIX  

R CODE 

 

#load required packages 

library(caret) 

library(RSNNS) 

library(kernlab) 

library(ggplot2) 

library(kernlab) 

########################################## 

# This code is used to implement hyperbolic tangent (sigmoid) kernel in caret for cross 

validation 

sigmoidSVM = list(type= "Regression", library = 'kernlab', loop= NULL) 

prm = data.frame(parameter = c('C','scale', 'offset'), 

                 class = rep('numeric', 3), 

                 label = c('Cost','Scale', 'Offset')) 

sigmoidSVM$parameters = prm 

#grid element 

svmGrid = function(x, y, len=NULL, seach='grid'){ 

        library(kernlab) 

        if (search == "grid"){ 
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                out <- expand.grid(C = 2^((1:len)-3), 

                                   scale = c(1:len), 

                                   offset = c((1:len)-1)) 

        }  

        out 

} 

sigmoidSVM$grid = svmGrid 

#fit element 

svmFit = function(x, y, wts, param, lev, last, weights, classProbs,...){ 

        ksvm(x= as.matrix(x), y= y, 

             kernel = tanhdot, 

             kpar = list(scale= param$scale, offset= param$offset), 

             C = param$C, 

             prob.model= classProbs, 

             ...) 

} 

sigmoidSVM$fit = svmFit 

#predict element 

svmPred = function(modelFit, newdata, preProc = NULL, submodels = NULL) 

        predict(modelFit, newdata, type='response') 
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sigmoidSVM$predict = svmPred 

#prob element 

svmProb = function(modelFit, newdata, preProc= NULL, submodels= NULL) 

        predict(modelFit, newdata, type='probabilities') 

 

sigmoidSVM$prob = svmProb 

#sort element 

svmSort = function(x) x[order(x$C, x$scale, x$offset),] 

sigmoidSVM$sort = svmSort 

#levels element 

sigmoidSVM$levels = function(x) lev(x) 

 

########################################## 

train = read.csv('Data/kc_house_train_data.csv') 

test = read.csv('Data/kc_house_test_data.csv') 

summary(train) 

select = c('price','bedrooms','bathrooms','sqft_living','sqft_lot', , ’view', 'condition', 

'yr_built', 'lat', 'long') 

name = colnames(train) 
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train = subset(train, select= select) 

test = subset(test, select= select) 

######################################### 

#prepare data for cross validation 

set.seed(123) 

indexin = createDataPartition(train$price, p = 0.9, list = TRUE) 

#standardize data 

scaled = preProcess(train[indexin[[1]],]) 

train2 = train 

train2[indexin[[1]],] = predict(scaled, train[indexin[[1]],]) 

train2[-indexin[[1]],] = predict(scaled, train[-indexin[[1]],]) 

######################################### 

# Gaussian kernel case 

# This code can be repeated as many time as wanted for different coarse and fine tune 

grid 

# and different kernel function 

tune = expand.grid(C=2^seq(1,3,0.25), sigma=2^seq(-3,-1,0.25)) 

number_model = nrow(tune) 

#create a list of seed, here change the seed for each resampling 

set.seed(123) 
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seeds <- vector(mode = "list", length = 2) 

for(i in 1:1) seeds[[i]]<- sample.int(n=1000, number_model)  

seeds[[2]]<-sample.int(1000, 1)#for the last model 

 

control = trainControl(method= 'LGOCV', number = 1, index=indexin,  

                       ,indexFinal = indexin[[1]], seeds=seeds, verboseIter= TRUE) 

#training 

ptm <- proc.time() #keep track of processing time 

svr_gaussian = caret::train(price~., data=train2, 

                            method= 'svmRadial', preProcess= NULL, 

                            tuneGrid= tune, trControl= control, scaled= FALSE) 

proc.time() – ptm 

######################################### 

# Neural network  

# calculate max number of hidden node 

M <- nrow(train2[indexin[[1]],]) 

I <- ncol(train2[indexin[[1]],])-1  #number of input node 

O <- 1 #number of output node 

hidden.max <- floor(M/(05*(I + O)))  

#set grid to tune  
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tune = expand.grid(size= seq(0,312,1)) 

number_model = nrow(tune) 

#create a list of seed, here change the seed for each resampling 

set.seed(123) 

seeds <- vector(mode = "list", length = 2)#length is = (n_repeats*nresampling)+1 

for(i in 1:1) seeds[[i]]<- sample.int(n=1000, number_model) #(3 is the number of tuning 

parameter, mtry for rf, here equal to ncol(iris)-2) 

seeds[[2]]<-sample.int(1000, 1)#for the last model 

 

control = trainControl(method= 'LGOCV', number=1, seeds= seeds, index= indexin,  

                       indexFinal = indexin[[1]], verboseIter = TRUE, returnResamp= 'final') 

 

iter = 2000  

learningrate = 0.0000001 

ptm <- proc.time() 

neural_0_312 = caret::train(price~., data=train2, 

                      method= 'mlp', preProcess= NULL, 

                      tuneGrid= tune, trControl= control,  

                      learnFuncParams = c(learningrate, 0), maxit= iter, 

                      shufflePattern= FALSE) 
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proc.time() – ptm 

##################################### 

# Retrain chosen model on whole training set for SVR 

# This code can be repeated for other kernels 

# Prepare data 

train2= train 

test2= test 

scaled = preProcess(train2) 

train2 = predict(scaled, train2) 

test2 = predict(scaled, test2) 

# Train 

set.seed(123) 

svr_final = ksvm(price~., data=train2, scaled=FALSE, kernel = 'rbfdot', 

                          C=2^(2.5), kpar=list(sigma = 2^(-3))) 

# Make prediction 

pred = predict(svr_final, newdata= test2, type='response') 

sqrt(sum((pred - test2$price)^2)/nrow(test2)) #RMSE of test set 

# Unscaled data and plotting predicted price vs target price 

pred = pred * scaled$std[1] + scaled$mean[1] #unscale prediction 

svr_regression = as.data.frame(matrix(nrow= nrow(test), ncol=2)) 
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colnames(svr_regression) = c('predict','target') 

svr_regression$predict = pred 

svr_regression$target = test$price 

svr_plot = ggplot(svr_regression, aes(x=target, y=predict)) + geom_point(alpha=0.1, 

size=1) +  

                  theme(text = element_text(size=14)) 

svr_plot 

# Calculate MAD 

mean(abs(svr_regression$predict-svr_regression$target)/svr_regression$target)  

##################################### 

# Retrain on whole training set for neural network 

# Prepare data 

scaled = preProcess(train) 

train2 = predict(scaled, train) 

test2 = predict(scaled, test) 

train_x = subset(train2, select = -price) 

train_y = subset(train2, select = price) 

test_x = subset(test2, select = -price) 

test_y = subset(test2, select = price) 

# Training, can be repeated as many time as wanted 
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iter = 2000 

learningrate = 0.0000001 

number_node = 309 

ptm <- proc.time() #measuring processing time 

set.seed(123) 

neural_309_0000001_final= mlp(x= train_x, y= train_y, size = number_node, maxit= iter, 

                        linOut= TRUE, learnFuncParams= c(learningrate, 0), shufflePatterns= 

FALSE) 

proc.time() – ptm 

# Prediction and plotting on testing set is similar to SVR 


